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Abstract. The Graph Edit Distance (GED) is one of the most widely
used measures of graph similarity in practice. Given two labelled graphs
G and H, the GED is defined as the minimum-cost sequence of edit op-
erations required to transform G into H, where the allowed operations
include vertex and edge insertions and deletions, as well as label substitu-
tions. Computing the GED is NP-hard. In practice, state-of-the-art algo-
rithms rely on either Integer Linear Programming (ILP) formulations or
A*-search-based methods. Heuristic approaches based on machine learn-
ing have also been proposed to approximate the optimal GED.

In this paper, we provide an extensive computational study of exact
methods for GED and demonstrate that the size of optimally solvable
instances has increased dramatically due to the recent introduction of
stronger ILP formulations. A preliminary comparison with the A*-based
algorithms indicates that they are outperformed by the ILP-based ap-
proaches on graphs exceeding ten nodes. Additionally, we release a dataset
of optimal edit paths across widely used datasets from the TUDataset,
which can serve as a robust, exact knowledge base for both interpretable
and non-interpretable machine learning methods. This dataset will be
continuously updated as new results are computed.

Keywords: Graph Edit Distance - Graph Similarity - Integer Linear
Programming - A*-search.

1 Introduction

Graphs are a fundamental abstraction for representing structured data and arise
naturally in a wide range of application domains, including chemistry, bioinfor-
matics, computer vision, social networks, and pattern recognition. A central task
in many of these applications is the comparison of graphs in order to quantify
their structural similarity. Among the numerous similarity measures proposed in
the literature, the Graph Edit Distance (GED) is one of the most widely used.
Given two labelled graphs G and H, the GED is defined as the minimum-
cost sequence of edit operations required to transform G into H. Typical edit
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operations include vertex and edge insertions, deletions, and label substitutions.
GED has found applications in molecular similarity analysis, image recognition,
error-tolerant pattern matching, and graph-based machine learning.

Despite its versatility, computing the exact GED is computationally challeng-
ing. The problem is known to be NP-hard, and its exact computation rapidly
becomes prohibitive as graph sizes increase. Consequently, a significant body
of research has focused on the design of efficient exact and approximate algo-
rithms. Comprehensive surveys on exact and approximate algorithms for GED
are provided in [QT6/3]. Among exact approaches, Riesen et al. [I7] proposed
an application of the classical A* search algorithm to exact GED computation.
Their method explores a search tree in which each node represents a partial
edit path, i.e., a sequence of edit operations applied so far, while complete edit
paths correspond to leaves of the tree. The exploration is guided by heuristic
estimations of the remaining edit cost, allowing the algorithm to prioritize the
most promising search branches. In practice, however, this approach suffers from
the extremely large search space that must be explored, resulting in prohibitive
time and memory requirements [I3/4]. Several improvements to the A*-search
paradigm have been proposed in recent years. For example, Chen et al. [7] com-
bined A* search with the beam-stack-search paradigm, while Kim et al. [12]
exploited graph isomorphisms to avoid redundant computations. Nevertheless,
experimental evaluations of these methods are generally limited to relatively
small graphs, typically containing at most 30 vertices.

More recently, Chang et al. [56] introduced two improved A*-based algo-
rithms, namely ASTAR-LSA and ASTAR-BMAO. By combining stronger lower-
bound estimations with specialized data structures for compactly storing graph
node labels, these methods significantly extended the range of tractable ex-
act GED instances. In particular, they were able to process instances involving
graphs with up to 64 vertices, establishing new state-of-the-art results for exact
GED computation. Note that A*-based methods also form the foundation of
several heuristic-guided approaches for approximate GED computation [2/10].

On the other hand, Integer Linear Programming (ILP) techniques are re-
garded as some of the most effective approaches for the exact computation of
the GED (see, e.g., [IIT3/4]). Justice and Hero [I1I] proposed one of the earliest
ILP formulations for GED, achieving strong practical performance. However,
their formulation is limited to graphs with no edge labels.

To address this limitation, Lerouge et al. [13] introduced two ILP formula-
tions, referred to as F1 and F2, both capable of handling edge-labelled graphs.
Among these, formulation F2 has consistently demonstrated superior practi-
cal performance [4]. As a consequence, it has become a standard component in
several pattern recognition applications, including recent work by Xu et al. [18].

Until recently, even ILP formulations struggled to solve GED instances on
graphs exceeding 50 vertices. D’Ascenzo et al. [8] proposed enhancements to both
the F1 and F2 formulations by introducing valid inequalities that significantly
strenghten the models. In addition, they presented a new formulation, referred
to as FORI, which is shown to be both theoretically and practically stronger
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than all previously known approaches, enabling the solution of GED instances
with up to 100 vertices and edges per graph.

In this work, we provide a computational comparison of exact methods for
GED. Our study evaluates the practical performance of exact algorithms across
graph families from the TU dataset collection. In addition, we release a dataset
containing optimal edit paths for these graph families, which can serve as a
knowledge base for supervised machine learning methods. Both the formulation
implementations as well as the optimum edit paths are available at https://
github.com/D-hash/ExactGED. This dataset will be continuously expanded as
new optimal solutions are computed.

2 Notation

We follow the notation used in [6]. Let G = (V, Eg, 1) be a simple, undirected,
labellecﬂ graph, where Vg is the set of nodes, F¢ is the set of edges, and [ :
Vo U Eqg — Xy U Xg is a labelling function that assigns to each vertex u € Vg
a label I(u) € Xy and to each edge {u,v} € Eg a label [(u,v) € Y.

A node u € Vi is considered a neighbour (or adjacent) to a node v € Vg if
an edge {u,v} € E¢ exists. For convenience, we may use the shorthand notation
uv in place of {u,v}. The set of edges incident to a node u in G, is denoted as
dc(u) = {{u,v} € Eg | v € Vg}, the neighbourhood of u in G is denoted as
I'c(u) ={v e Vg |{u,v} € Eg}.

To accommodate node and edge insertions or deletions, we extend the graph
with a dummy node £y and a dummy edge g, resulting in the augmented sets
Vate = VeU{ev} and Egyc = EqcU{eg}. The specific labels and associated cost
functions for nodes and edges depend on the dataset and application context.

Although most datasets in the literature consist of undirected graphs, the def-
initions and notation presented here can be readily adapted to directed graphs.
In such cases, a directed edge from node u to node v is denoted by (u,v), with
6&(u) and S5 (u) representing the sets of outgoing and incoming edges of u,
respectively.

The graph edit distance (GED) between two graphs G and H, denoted as
GED(G, H), represents the minimum number of edit operations required to
transform graph G into graph H. These edit operations include: (1) inserting a
labelled vertex; (2) deleting a labelled vertex; (3) changing the label of a vertex;
(4) inserting a labelled edge; (5) deleting a labelled edge; and (6) modifying the
label of an edge. Each edit operation is associated with a non-negative edit cost:
cy @ Xy x XYy — Ry for node operations, cg : Xg x Yg — R for edge
operations.

4 Throughout this paper, we use the term label to refer to node or edge annotations,
which are also commonly known as attributes in other domains.
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3 State of the Art

This section provides an overview of the state-of-the-art exact approaches for
the GED problem. This consists of the ILP formulations FORI, F2+ and F1-+
presented in [8] and the A*-based approaches ASTAR-LSA [B] and ASTAR-
BMao [6].

3.1 Integer Linear Programming Formulations

The first formulation, F1+4, see Figure[l] is a direct model that uses assignment
variables to represent node and edge correspondences. It includes two classes of
decision variables. For nodes, x; ;, = 1 indicates that node i € V is matched to
node k € Vi, whereas x; . = 1 and . ;, = 1 represent the deletion of node ¢ and
the insertion of node k, respectively. Analogously, for edges, yi;j ki = 1, yije = 1,
and y. 1z = 1 indicate the matching, deletion, and insertion of edges {i,j} € E¢
and {k,l} € Ep. The formulation contains zcardr = |V ||Vu|+|Ve|+| V| node
assignment variables and ycardy, = |Eg||En| + |Ec| + |En| edge assignment
variables. The objective function directly captures the total cost associated with
the edit operations induced by the selected variables.

Constraints ensure that each node of graph G is either matched to a
node of graph H or deleted. Likewise, constraints guarantee that every
node of H is either the image of a node in G or is inserted. Constraints ([1c])
and impose the analogous requirements on edges, ensuring that each edge
is either matched to an edge in the other graph, deleted, or inserted. The topo-
logical constraints and establish the consistency between node and edge
assignments. In particular, they ensure that an edge {4, j} € Es can be matched
to an edge {k,l} € Ex only if the endpoints ¢ and j are consistently mapped
to k and [, respectively, in either order. Whenever this condition is violated, the
corresponding edge assignment variable y;; r; is forced to take value zero.

Lerouge et al. [I3] observed that the vertex and edge insertion/deletion vari-
ables are redundant, as their values are uniquely determined by the remaining
assignment variables. Consequently, these variables can be eliminated from the
formulation, with the corresponding insertion and deletion costs incorporated
directly into the objective function as follows.

The binary variable x;j takes value 1 if node ¢ € Vi is matched to node
k € Vi, and 0 otherwise. Likewise, the binary variable y;; 11 is equal to 1 when
edge {i,7} € E¢ is matched to edge {k,l} € Ey, and 0 otherwise.

The constant term

K = § Cie + § Cek + E Cije T+ § Ce Kkl
%] keVg ijeEq kleEy

represents the total cost of deleting all nodes and edges of G and inserting all
nodes and edges of H. It is added to the objective function, while the assignment
variables account for the cost reductions associated with matched nodes and
edges. The substitution costs are defined as

Cik = Cik — Cie — Ce ks V(i k) € Vg x Vg,
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ming E Ci,kl‘i,k"‘g CieTie + E Ce kTe k

i€Vg keVy i€Vg keVy
+ Z Z CijklYij,kl + Z CijelYije T Z Ce,klYe, ki
ij€EEG klEEY ijeEg klIEEg
st mie+ Z ZTigp =1 ViéeVa (1a)
kEVY
Te,k + Z Tip =1 VkeVu (1b)
i€Vg
Yije + > Yigr =1 Vij € Eg (1c)
kl€Ey
Yokt + Z Yijhel = 1 V kl € Eg (1d)
ij€Eg
Z Yij ol < Tik + Tjk VkeVu, ij € Bg (le)
klesy (K)
Z Yijkl < Tik + Tijl Vie Vg, kl € Eg (1f)
ij€sg ()
x € {0,1}"cordrit (1g)
y € {0, 1yreertes (1h)

Fig. 1. Formulation F1+ proposed in [§].

for node pairs, and
Cijkl = Cij .kl — Cije — Ce ki V(ij,kl) € Eg x Ey,

for edge pairs. Consequently, whenever z; , = 1, the corresponding coefficient in
the objective function replaces the cost of deleting node i € Vi and inserting
node k € Vg with the cost of mapping ¢ to k. The same reasoning applies
to the edge assignment variables: if y;; 5 = 1, the deletion and insertion costs
associated with edges ij and kl are replaced by their substitution cost. In these
terms, the formulation F2-+ of [§] is shown in Figure

A major advance in ILP formulations for the GED problem is represented
by FORI [8]. The key idea underlying this formulation is the introduction of
suitable edge orientations for the input graphs. The node assignment variables
x are the same as those used in F2+ and define a node mapping between the
two graphs. To model edge correspondences, each undirected edge {i,j} € FE¢ is
oriented from the smaller-indexed endpoint to the larger one, i.e., i < j, yielding
the directed graph G . For graph H, each undirected edge {k,l} € Ey with k # 1
is replaced by the two arcs (k,1) and (I, k), resulting in the bidirected graph H .
Based on these orientations, FORI introduces binary variables z;;; for every
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min Z Z Cik - Tik + Z Z Cij,kl * Yizkt + K

i€Vg keVy ijEEqg kl€EE
s.t. Z Tk <1 VieVa (2a)
keVy
Z Tik <1 VkeVy (Qb)
i€EVa
Z Yij kl < Tigk + Tjk VkeVu, ij€ Eg (2C)
kLES 7 (K)
> i < mik + i Vi€ Vg, kl € Egy (2d)
€86 (1)
z € {0, 1}\VG|'|VH\ (2e)
y € {0, 1}‘EGHEH| (2f)

Fig. 2. Formulation F2+ proposed in [§].

arc (i,7) € Ez and every arc (k1) € E4p. A variable 2;; 1 takes value 1 if arc
(i,7) is matched to arc (k,1), and 0 otherwise.

The objective function of FORI is inherited from F2-. In particular, the
variables z;; 7 and z;; 1, replace the corresponding edge assignment variable y;; 1
of F2+4 and carry the same objective coefficients. The complete formulation
FORI is reported in Figure [3|

The introduction of variables that explicitly represent directed edge map-
pings allows the relationships between corresponding nodes to be modeled more
accurately. In particular, FORI distinguishes whether the arc (i, 5), with ¢ < j,

in G is mapped to arc (k,!) or to arc (I, k) in H. Asa result, the formulation
captures which of the nodes i,j € Vi is matched to node k € Vi and which
is matched to node [ € Vg. This additional information makes it possible to
strengthen the formulation by decomposing the original constraint into two
separate families of constraints, each involving only a single node assignment

variable on the right-hand side; see constraints and .

3.2 A*-based Approaches

A*-based algorithms compute the GED by continually expanding partial node
maps from Vi to Vi, where GED(G, H) finally equals the minimum edit cost
among all complete node maps. This results in a search tree, with nodes at level ¢
corresponding to an injective (partial) mapping f : {v1,...,v;} — Vg, in which
A*-based algorithms perform a pruned best-first search, exploiting lower bounds
for prioritization and pruning.

Let Ly(X) and Lg(Y) be the multi-set of vertex and resp. edge labels of
X CVgand Y C Eg and f be a partial node map. We denote the subgraphs
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min E g Cik - Tik + E E Cijkl - Zijel + K

Ve eV (i,5)EEg (k,)EEw
st Y wa<l Viele (3a)
kEVir
D min<l VkeVn (3b)
ieVg
Z zight STk VK€ VH, (i,]) € BEg (8¢)
ki€l (k)
Z zijik Sxjx VkEVm, (i,5) € Eg (3d)
Ih€d e, (k)
S zigm+ Yz <wix Vi€ Ve, (k1) € By (3¢)
1§52, (i) Ji€d% (D)
x € {0,1}/VelVal )
s {0’1}‘EG\~2‘EH‘ (3g)

Fig. 3. Formulation FORI proposed in [§].

induced by the mapped nodes by G[f], H[f] and the subgraphs induced by the
unmapped nodes by G|[f], H[f] respectively. We denote by Lc(v) the multi-set
of labels of v’s incident edges crossing between mapped and unmapped nodes
and by Lg, (v) the multi-set of labels of v’s incident inner edges running between

unmapped vertices.

Definition 1 (Anchor-aware label set-based lower bound [5]). For two
graphs G, H, the anchor-aware label set-based lower bound (LSA) is defined as

LSA(f) = cost(f) + LBrsa(f)
LBrsa(f) =Y(Lv (Vgi)s Lv (Vi) + T(Le(Egip), Le(En))

+Y T(e@) Lolf)

veV(G[f])

where T(S1, 52) = max{|S1|, |Sa|} — |S1 N S2| denotes the edit distance between
two multi-sets S1,S5.

The LSA lower bound can be interpreted as adding the number of vertex and
edge label mismatches between the unmatched vertices, unmatched inner edges
and unmatched crossing edges, taking into account the already mapped nodes
(also called anchored nodes). Thus, LSA can only be computed for graphs with
categorical labels and unit edit costs.

The ASTAR-LSA algorithm employs the LSA lower bound for the best-first
tree search.
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Definition 2. The revised branch structure of a vertex v € G[f] is defined as

Bf(v) = (l(v), LE, (v), U {(f(w), l(v,w)}),

weV(G[f])

where I(v,w) =L if there is no edge between v and w.

Based on the branch structures By(v) of v € G[f] and B(u) of u € H[f] the
cost of mapping v to u is defined as

1
APMA (0, 1) = 610y 1(u) + §T(LE1 (v), Lg, (u))

D i) w);
weV (Gl))

where 7°(+,) is multiplied by a factor of % because the edge (v,w) € Fg can
produce costs both in the matching of By(v) and By(w) and dcond is the Dirac
delta with d¢ong = 1 if cond evaluates as true and d.ong = 0 otherwise. This
value can be interpreted as the minimum cost to edit v and its adjacent edges
to be the same as u’s, while fixing the already mapped nodes and their induced
edge mappings.

Let I1(G, H) denote the set of full mappings between the vertices V. and
VH+€.

Definition 3 (Anchor-aware branch match-based lower bound [6]). The
anchor-aware branch match-based lower bound BMA of two graphs G, H is de-
fined as

BMA(f) = cost(f) + LBpna(f)

) _— ABMA (4 ()
a(f) Uemc[f],H[f])vevz(G:[ﬂ) re

Let f: {v1,...v;} < Vg be a partial node map. In children of f, which we
denote by f&{vit1 + u € Vyz}, the branch structures of the nodes of G[f] and
H{[f] are the same for different choices of u. Thus, computations can be shared
between calculations of LBgma(f @ {vix1 — u}) and LBpma(f @ {vix1 —
u'}). Together with efficient data structures, ASTAR-BMAO uses this optimized
version of BMA, called BMAO as the lower bound heuristic for the best-first

tree search.

4 Experiments

In the experimental comparison provided by [8] the authors restricted to com-
pare the newly introduced formulations F2+ and FORI against the previous
state-of-the-art formulation, namely F2 [I3]. Moreover, the dataset employed
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where restricted to three types, drawn from the same area of application such
as bioinformatics. Here we extend the experimental comparison to compare the
three formulations F14, F24, and FORI with the state-of-the-art combina-
torial algorithms ASTAR-LSA [5] and ASTAR-BMaoO [6], we use datasets from
the TUDataset repository [I5]. This collection comprises multiple labeled graph
datasets drawn from diverse application domains. Table |[I| summarizes the con-
sidered datasets and their main characteristics.

Table 1. Dataset statistics and graph properties [15].

Dataset (D) |D| |Classes| |V| [|E| |Xv]||XE|
AIDS 2000 2 15.7 162 v /
ALCHEMY 202579 12 10.1 104 v V/
ENZYMES 600 6 326 621 v X
IMDB-BINARY 1000 2 19.8 965 X X
NCI1 4110 2 299 323 v X
PTC-FM 349 2 14.1 145 v X
REDDIT-BINARY 2000 2 429.6 4978 X X
REDDIT-THREADS 203 088 2 239 249 X X
YEAST 79601 2 215 228 v V/
ZINC 249 456 12 23.1 249 v /

We implemented the ILP formulations in Python and solved them using
Gurobi 13. For each instance, we considered both linear relaxation and the cor-
responding integer program. We set the primal-dual hybrid gradient (Gurobi
parameter Method set to value 6) as LP solver, which has proven to outperform
simplex and barrier algorithms in a preliminary experience. All other Gurobi
parameters are at the default settings. On the other hand, for ASTAR-LSA
we used the implementation provided by the authors at https://github.com/
LijunChang/Graph_Edit_Distance. The experiments were run on a workstation
with AMD EPYC 7282 32-core 3.2GHz CPU, 504GB RAM, Ubuntu 20.04.6. We
impose a time limit of ten minutes per graph pair and set the memory limit to
50GB to reflect typical workstation capabilities.

We analyse the performance of the three formulations across the considered
datasets. Table [2 reports the statistics for F1+, F2+, FORI, ASTAR-LSA [5]
and ASTAR-BMAO [6]. For each dataset D, we report |D|, the number of eval-
uated graph pairs; #, the number of instances solved within the time limit. For
the ILP formulations we additionally report TIME, the average time required
to solve the integer program; GAP, the average optimality gap at termination;
NODES, the average number of branch-and-bound nodes explored; LR-TIME, the
average time to solve the linear relaxation; and ROOTGAP, the optimality gap of
the root relaxation.

Overall, the results show a clear dependency between instance difficulty and
graph size, particularly in terms of the average number of nodes |V| and edges
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|E|. Datasets with small and sparse graphs (e.g., AIDS, ALC, PTC-FM,RED-T,
YEAST, and ZINC) are solved almost entirely to optimality by all formulations,
with negligible running times and negligible positive optimality gaps. In contrast,
datasets with larger or denser graphs (e.g., RED-B, IMDB-B, and ENZ) exhibit
significantly higher computational effort, both in terms of runtime and branch-
and-bound exploration. In particular, datasets with larger average graph size,
such as RED-B (|V] = 430) and ENZ (]V| ~ 32 but with high edge density),
consistently require orders of magnitude more search nodes compared to smaller
datasets such as PTC-FM or AIDS. This suggests that the combinatorial explosion
in the GED search space is more sensitive to structural complexity (edge density)
than to node count alone.

Among the three ILP formulations, FORI consistently achieves the best
performance in terms of number of solved instances and runtime, especially on
moderately sized graphs. It significantly reduces both NODES and TIME compared
to F1+ and F2-, indicating a tighter formulation that leads to stronger pruning
in the branch-and-bound process. This effect is particularly evident on ENZ and
RED-B, where FORI reduces the search tree size by up to an order of magnitude.

The behaviour of the linear relaxation further explains these differences. For-
mulations with lower ROOTGAP generally lead to fewer explored nodes and faster
convergence. In this regard, FORI exhibits substantially smaller root gaps (e.g.,
on RED-B and IMDB-B), which correlates with improved solver efficiency. Con-
versely, larger root gaps in F1+ and F2+ translate into weaker relaxations and
increased branching effort.

Finally, we observe that runtime improvements are not always proportional
to reductions in NODES. For example, on RED-B, F2-+ explores more nodes than
FORI but achieves competitive runtimes due to differences in node processing
cost. This highlights that both formulation strength and per-node computational
complexity jointly determine overall performance.

In summary, the experimental results indicate a strong correlation between
graph structural properties (notably size and density), the quality of the linear
relaxation (ROOTGAP), and solver performance. Among the tested formulations,
FORI provides the most robust behaviour across heterogeneous datasets.

Turning to ASTAR-LSA and ASTAR-BMAO, both methods perform compet-
itively on very small graphs, such as those in the ALC dataset, which on average
contain fewer than 11 vertices and edges, solving each GED instance faster than
the three ILP formulations.

For every dataset except ALC, at least one of the ILP formulations solves more
instances than both combinatorial approaches. The differences are especially
large on the more challenging benchmarks. On RED-B, for example, FORI solves
96 out of 110 instances, whereas ASTAR-LSA and ASTAR-BMAO solve only
17 and 16 instances, respectively. Similarly, on NCI1 the best ILP formulation
solves 699 instances, compared with 450 and 448 for ASTAR-LSA and ASTAR-
BMAO. On RED-T, where all ILP formulations solve essentially every instance,
the combinatorial algorithms solve only 5686 and 7513 instances out of 10000.
Comparable trends are observed on YEAST and ZINC, where the ILP formulations
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solve all instances while the combinatorial methods fail on a substantial fraction
of the benchmark.

Comparing the two combinatorial algorithms, ASTAR-BMAO generally im-
proves upon ASTAR-LSA in terms of the number of solved instances and aver-
age runtime on several datasets, including IMDB-B, PTC-FM, RED-T, YEAST, and
ZINC. Nevertheless, the improvements remain insufficient to close the gap with
the ILP-based approaches.

Overall, the formulation FORI emerges as the most effective ILP model,
consistently providing the highest solution rate and strongest relaxations. More
importantly, the results show that ILP formulations substantially outperform
current state-of-the-art A*-based exact algorithms on a broad range of graph
classes, often by large margins both in terms of solved instances and computa-
tional time.

5 Conclusion

In this work, we provided an extensive computational study on exact graph
edit distance computation across widely used datasets from the TUDataset,
alongside a newly introduced dataset of optimum edit paths. Our benchmark
explored state-of-the-art algorithms from both the class of ILP-based and A*-
based approaches. Among the methods considered, the FORI ILP formulation
consistently achieved the best performance, outperforming F1+ and F2+ across
all evaluated metrics. In contrast, the A*-based algorithms ASTAR-BMAO and
ASTAR-LSA proved to be efficient only on very small graphs with around ten
nodes. The ILP-based approaches also offer superior flexibility in terms of the
ability to support more general edit cost functions through a simple change of
the objective coeflicients, whereas current state-of-the-art A*-based approaches
remain limited to unit edit costs. Ultimately, our results demonstrate that the
size of optimally solvable instances has increased dramatically due to the re-
cent introduction of these stronger polyhedral formulations. This opens imme-
diate practical possibilities for the graph machine learning community. While
researchers have historically been forced to rely on heuristic approximations due
to the combinatorial explosion of previous exact solvers, optimal GED values
are now computationally accessible. Our dataset enables their direct integration
into supervised learning pipelines and provides a robust, exact knowledge base
for training interpretable and non-interpretable models. Future work should fo-
cus on a collaborative, community driven effort to continually expand these
solved benchmarks. Scaling these datasets will simultaneously provide high-
quality training data for learning-based approaches and offer the combinatorial
optimization community a challenging testing ground to further develop A*-
based algorithms and ILP-based approaches.
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