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Abstract. Contrastive learning has emerged as a powerful paradigm
for self-supervised graph representation learning. However, its effective-
ness strongly depends on the choice of graph augmentations. Existing
methods largely rely on random perturbations, which can distort key
characteristics such as degree distributions and community structure.
In this work, we propose a principled augmentation strategy based on
degree-preserving edge rewiring, inspired by the configuration model.
This approach generates alternative graph views that maintain node de-
grees while randomizing the graph topology. We evaluate our method
across five datasets and compare it against random augmentations and
classical baselines. Our results show that degree-preserving augmentation
yields competitive or improved performance, highlighting its potential for
graph contrastive learning. This is a work-in-progress contribution.

Keywords: graph contrastive learning - graph augmentation - configu-
ration model

1 Introduction

Graph Neural Networks [12,27,9, 30] have become the standard tool for learn-
ing on graph-structured data, but their effectiveness typically depends on large
amounts of labeled data. Self-supervised contrastive learning [3] addresses this
by training encoders without labels, pulling together two augmented views of
the same graph while pushing apart views of different graphs. Methods such
as GraphCL [33], GRACE [36], and BGRL [24] have shown that the resulting
representations can match or approach fully supervised baselines.

The key design decision in a contrastive method is the augmentation strategy.
Good augmentations must introduce enough variation to force non-trivial learn-
ing, yet preserve the structural patterns that make two views of the same graph
meaningfully similar [25]. Standard approaches, like random edge dropping, node
removal or attribute masking, treat all edges as equally expendable and offer no
guarantee about which structural properties survive. This is problematic: ran-
dom edge dropping disproportionately distorts high-degree hub nodes and sys-
tematically degrades dense community structure, causing the model to learn in-
variances over augmentation artifacts rather than genuine graph properties [17].
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We propose degree-preserving edge rewiring: augmented views are sampled
from the configuration model [16, 7], a null model, which randomises the topol-
ogy of a graph while preserving the degree sequence. This gives the contrastive
objective a clear semantic: the encoder learns to be invariant to random rewiring.
This paper makes the following contributions:

— We identify degree-dependent distortions and community structure bias as
failure modes of random augmentations in graph contrastive learning.

— We propose degree-preserving edge rewiring as a principled augmentation
strategy grounded in the configuration model.

— We evaluate our method in five benchmark datasets with four GNN en-
coders, showing consistent training loss improvements, better-structured em-
beddings, and competitive downstream accuracy.

2 Related Work

Graph self-supervised and contrastive learning. Self-supervised learning on graphs
has been driven by mutual information maximisation and contrastive objec-
tives. Deep Graph Infomax [26] maximises mutual information between node
and graph-level representations using feature-shuffling. GraphCL [33] extends
this to a multi-view InfoNCE framework with randomly augmented graph pairs.
GRACE [36] and MVGRL [10] develop node-level and multi-scale contrastive
objectives, while bootstrapping approaches such as BGRL [24] remove the need
for explicit negative pairs. Non-contrastive methods, including Node2Vec [8] and
Laplacian positional encodings [5], provide unsupervised baselines that require
no labels. Our method builds on the GraphCL framework, using these approaches
as downstream-evaluation baselines.

Augmentation strategies. The effectiveness of graph contrastive learning is highly
sensitive to the choice of augmentation strategies. GraphCL [33] evaluates node
dropping, edge perturbation, attribute masking, and subgraph sampling, find-
ing that no single strategy dominates across datasets. Adaptive augmentation
[37] adjusts perturbation rates using node centrality; automated selection [32]
searches over strategies without labelled data. Adversarial augmentation [23]
generates harder views by maximising the contrastive loss. SinGRACE [29]
avoids graph-level perturbation entirely by perturbing encoder weights instead.
Despite this diversity, all these methods apply random structural perturbations
that do not control for graph invariants such as degree distributions, a limitation
we formalise and address in our work.

Structure-aware and principled augmentations. Tian et al. [25] show that con-
trastive views should preserve task-relevant information, motivating principled
augmentation design. COSTA [35] performs augmentation in the spectral fea-
ture space to reduce structural distortion. Bao et al. [1] introduce co-regularised
augmentations that align views at multiple granularities. These works argue



Structure-Aware Graph CL via Degree-Preserving Rewiring 3

< 80 < 80 £ 80

5 5 5

‘é 60 ‘é 60 g 60

Ry Ep) 3 a0
20 20 20

5 10 15 20 25 3 5 10 15 20 25 3 5 10 15 20 25 3
Degree Degree Degree

Number of nodes

(a) Original BA graph (b) Random edge perturba- (c) Degree-preserving
(n =200, m=2) tion (p = 0:3) rewiring

Fig. 1: Degree distributions of a Barabasi-Albert (BA) graph before (a) and after
random edge perturbation (b) and degree-preserving edge rewiring (c).

for structure-guided perturbations, yet none explicitly constrains the degree se-
quence. Our method provides exactly this guarantee: every augmented view is
drawn from the configuration model [16,7], a null model for degree-sequence-
preserving random graphs, connecting graph contrastive learning to a well-
established framework in network science [19].

3 Method

We first formalise two structural failure modes of random augmentations: degree-
dependent noise and biased community disruption (3.1). We then propose degree-
preserving edge rewiring, grounded in the configuration model [16, 7], as a prin-
cipled solution that preserves the degree sequence while randomising a graph’s
topology (3.2-3.3). This augmentation is embedded into the GraphCL [33] pipeline,
replacing random edge perturbation (3.4).

3.1 Limits of Random Augmentations

Random edge augmentation strategies, like edge dropping, are standard in graph
contrastive learning [33, 37, 32, 23], but can cause structural distortions that are
problematic for learning high-quality node embeddings [28].

Degree Distribution Distortion. When edges are dropped independently with
probability p, the degree of node i in the perturbed graph G follows a binomial
distribution: E[@i] = (1 p) dj; Var(dij) = di;, p(1 p). Absolute fluctuations
in terms of the standard deviation scale with = dj, so high-degree hub nodes are
disproportionately affected. A model trained to be invariant to this perturbation
is implicitly trained to discount node degrees, which however is a highly infor-
mative characteristic in real-world networks [17, 34]. Figure 1 illustrates this.

Community Structure Disruption. Dense communities contain more edges and
therefore lose more connections in expectation under random edge dropping,
introducing a systematic bias: in networks with high modularity [18], densely
connected communities are weakened internally while sparse inter-community
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Fig. 2: Visual comparison of community structure preservation. Random pertur-
bation weakens community boundaries, while degree-preserving rewiring better
maintains modular structure.

links remain largely intact. Figure 2 illustrates this: random perturbations (b)
weaken community boundaries, while degree-preserving rewiring (c) better main-
tains the modular structure of the graph.

Semantic Invariance Violation. Random edge dropping does not guarantee se-
mantic equivalence [25]: excessive removal can give the same node entirely differ-
ent local neighborhoods across views, turning positive pairs into false positives.

3.2 Proposed Solution: Degree-Preserving Perturbations

We propose generating augmented views via degree-preserving edge rewiring,
grounded in the configuration model [16,7]. The configuration model is a null
model for random graphs with a prescribed degree sequence [15]: given G =
formly from all edge sets satisfying dj = d; for all i 2 V, randomising topological
features, such as clustering, path lengths or community membership, while pre-
serving node degrees. To our knowledge, this null model has not previously been
used to generate contrastive views. Prior use has been confined to network anal-
ysis and hypothesis testing [2, 15,19, 13, 21].

Degree-Preserving Edge Rewiring. We approximate sampling from the configu-
ration model via an MCMC edge-swap procedure [7]| (Algorithm 1, illustrated
in Figure 3): at each step, two edges are selected uniformly at random and their
endpoints swapped if the swap introduces no self-loops or duplicate edges.

Complexity. Each swap attempt is O(1) on an edge list, so K attempts cost O(K).
Setting k = jEj, that is the default in our experiments, gives cost linear in the
number of edges. This is negligible relative to the GNN forward pass.

Choice of k. The number of swap attempts k can be understood as a perturbation-
strength parameter, similar in spirit to the drop probability p in random edge
dropping. We choose K on the order of JEj rather than a multiple of it, since a
very large k would likely let the MCMC chain approach mixing, at which point G’
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would resemble an essentially independent sample from the configuration-model
ensemble rather than a controlled perturbation of G. In that case, the two aug-
mented views might share little beyond the degree sequence, which could weaken
the contrastive signal in a way similar to the semantic-invariance concerns dis-
cussed for random edge dropping in Section 3.1. Our choice of Kk is therefore
intended as a moderate perturbation budget: large enough to introduce mean-
ingful topological variation, but small enough to keep the two views recognisably
related.

3.3 Why DP-Rewire Addresses the Gap

Degree-preserving rewiring directly eliminates the failure modes above. By con-
struction, Var(dj) = 0 for all i and through the swapping, high-degree nodes in
dense communities lose and gain edges at the same rate as low-degree nodes on
the network border, which prevents the steady loss of modularity seen with ran-
dom edge dropping. The main idea is that a node’s degree is an important node
characteristic, while the exact topology of connections is less important. Con-
trastive learning then focuses on the differences that remain, helping the encoder
learn embeddings that are stable under random rewiring but still capture the
structural properties that genuinely distinguish nodes. This is important because
node degrees predict various node characteristics in real-world networks [17].

3.4 Contrastive Learning Framework

Following GraphCL [33], we apply degree-preserving edge rewiring twice to ob-
tain two independent views G1; Gy of the input graph (Figure 3). Both views are
encoded by a shared GCN f and projected by a two-layer MLP g , yielding ‘-
normalised representations p;;ps. The encoder is trained with the bidirectional
InfoNCE loss L [20]:

exp(pgl)Tp§2)= ) . 1Ny ) L o)
n OT@- )’ L= Z (Li L )
>j—1 eXp(pi Py = ) ni=

The projection head is discarded after pretraining; downstream evaluation uses
the encoder representations Z = f (G) directly.

Li = log

Interpretability of L. Minimising L can be interpreted as encouraging the en-
coder to learn representations that are approximately invariant to graph topology
given a fixed degree sequence, which links the contrastive objective conceptually
to the configuration model.

4 Evaluation

We evaluate on five benchmark datasets summarised in Appendix Table 4:
Cora, PubMed [31], and Amazon Computers [22] as homophilic citation and co-
purchase graphs, and Roman-Empire and Minesweeper as heterophilic graphs [14].
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Fig. 3: Overview of the contrastive learning framework. The input graph is aug-
mented twice via degree-preserving edge rewiring to create two views, which are
passed through a shared GNN encoder and projection head to produce repre-
sentations p; and ps optimised with the InfoNCE loss.
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and DP-Rewire.

We run two complementary experiments: (i) an edge-rewiring-only setting
comparing random rewiring (Rand-Rewire) against our degree-preserving variant
(DP-Rewire) to isolate the effect of the augmentation strategy, and (ii) a full
GraphCL pipeline (DP-Aug vs. Rand-Aug) with three non-contrastive baselines:
raw features, Laplacian PEs [5], and Node2Vec [8]. Both experiments use a GCN
[12] encoder with a linear SVM and a three-layer MLP as downstream classifiers.

We follow the standard two-stage SSL protocol [3]: the encoder is pretrained
without labels, then frozen and a classifier is trained with labelled nodes.

4.1 Contrastive Training Dynamics

Training Loss. Figure 4 shows that DP-Rewire reaches a lower final InfoNCE
training loss than Rand-Rewire on every dataset. The effect is most pronounced
on the homophilic graphs, where degree-preserving views form more semantically
consistent positive pairs. It is smaller but positive on the heterophilic graphs.
This lower loss likely reflects that DP-Rewire’s two views are inherently more
similar to each other, since much of the topology is preserved by construction,
making positive pairs easier to align. This also explains why the loss advantage
does not always translate directly into downstream gains (Section 4.2): a lower
loss reflects view consistency rather than embedding discriminativeness, and the
augmentation still yields competitive or improved accuracy on most datasets
despite this distinction.
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(a) Cora (b) Amazon (¢) Pubmed (d) Roman  (e) Minesweeper
Fig. 5: t-SNE embeddings of node representations learned by Rand-Rewire (top

row) and DP-Rewire (bottom row). Colour indicates class membership.

Table 1: Node classification accuracy (Rand-Rewire vs. DP-Rewire) with GCN.
‘Method ‘ Cora Amazon PubMed Roman-Empire Minesweeper‘Avg. Gain

o |Rand-Rewire | 0:768 0:021 0:911 0:004 0:757 0:009 0:959 0:003 0:824 0:001 -

S|DP-Rewire |0:794 0:009 0:917 0:005 0:756 0:017 0:948 0:004 0:823 0:002 -
Rel-Gain (%) 3.33 0.65 0.13 1.14 1.21 0.30

<|Rand-Rewire | 0:768  0:018 01857 0:012 0:769 00LL 0428 0003 0629 0:002 -
DP-Rewire |0:790 0:013 0:887 0:004 0:779 0:005 0:425 0:003 0:626 0:004

0| Rel-Gain (%) 2.86 3.50 1.30 0.70 0.47 1.29

Embedding Structure. Figure 5 shows t-SNE embeddings. On homophilic datasets
DP-Rewire produces markedly better-separated class clusters (note the orange
cluster); on heterophilic datasets class boundaries are less pronounced under
both strategies, with DP-Rewire achieving comparable separation.

4.2 Results

Degree-preserving vs random rewiring. Table 1 compares Rand-Rewire and DP-
Rewire in the edge-only augmentation setting. DP-Rewire outperforms Rand-
Rewire on all three homophilic datasets, with gains of up to +3:5% on Ama-
zon (SVM) and +3:3% on Cora (MLP). On the heterophilic datasets Roman-
Empire and Minesweeper, DP-Rewire slightly underperforms, with negative rel-
ative gains of up to  1:2%. Average gains are +0:30% for MLP and +1:29% for
SVM, with the larger SVM benefit suggesting that better-structured embeddings
matter most when the downstream model has limited capacity.

DP-Aug in a full GraphCL pipeline. Table 2 reports results for the complete
GraphCL pipeline. With the MLP classifier, DP-Aug achieves the best aver-
age rank (1.8 vs. 2.0 for Rand-Aug), winning outright on Cora and Roman-
Empire. With the SVM classifier, Rand-Aug leads (avg. rank 1.8 vs. 2.4 for
DP-Aug), performing best on Cora, PubMed, and Minesweeper. Notably, on
Amazon the Laplacian baseline tops the MLP ranking, indicating that rich spec-
tral features can substitute for contrastive pretraining on this densely connected



